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Abstract:

This paper was prepared in response to an action arising within the FISD's Securities Model Working Group, in which the issue of time based data was discussed in the particular context of debt data. The author gives an outline of the issues of time based data, before questioning whether the problem is really about time. It is noted that the reason time based data may differ in different contexts is not purely because it is either in the future or the past, but because there are different intentions or commitments between the party giving out a particular figure, and that figure itself. 

Three approaches to time based data are considered, applying the litmus test of the nature of the data as well as the time factor. These approaches are: to use the present date as the sole distinction between past and future data, to use the context of the data exchange to define the distinction, or to consider the semantics of the data in detail. It is concluded that, without trying to invoke or employ any formal system of semantics, it becomes necessary to record against each time sensitive or context sensitive piece of data, exactly what was being said about the data (prediction, commitment, observation etc.) and who was saying it. This presents challenges for the design of data dictionaries and of data feeds, for which there may not be a simple solution covering both of these uses. 
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The Problem

In creating a public standard for market data it becomes clear that many time based items may change their nature according to whether they are in the past or the future. This may have implications for managing and disseminating market data within the organisation. 

Most computer applications that deal with market data will have one market data dictionary with one clear context, this being included in the ontology (the data universe) of that particular computer application. Publicly available standards however need to cater for a wider range of usage contexts and ensure a commonality of terms and definitions across those different contexts. This raises a potential set of problems with the broader ontology of a data standard that may not arise in an individual system or data feed.

It is likely that solving this problem would also help to bring about clearer and more accurate data across an organisation and potentially solve problems around the auditability and reporting of investment decisions and the decision support data referred to. Regardless of any benefits in this area, the standards bodies responsible for market data (specifically MDDL and ISO 19312) have little choice but to tackle the issue of time based data in order to create a meaningful, system-independent computer ontology for market data terms. 

At its simplest, the issue is "what do we do about data that, over the life of an instrument, changes from being in the future to being in the past?"

Some examples from the debt domain will help. It will be seen that some of these examples point to subtleties in the problem which may not be amenable to the simplest solution. 

Background: Debt instrument structure

A debt instrument such as a bond can be simply described as being like a bank loan in reverse. The purchaser of the bond becomes the lender, and as with any loan a number of repayment terms can exist, covering capital repayment and interest payments. Instead of these being negotiated at the point of applying for the loan, the borrower (through the bank that issues the bond) sets out a standard set of terms. These terms are what make up the bond or other debt instrument. 

A bond therefore, like a loan, has arrangements for capital repayment and for interest payment. These are the capital amount (or redemption amount) which is payable when the instrument matures, and the regular coupon payments. 

The simplest, most generic bond is one in which a set number of interest payments are made (generally referred to as the coupon payments), and the capital amount falls due for repayment on a given date. More complex bonds may have different arrangements for interest payments (e.g. linking these to a prevailing bank interest rate, much as a variable rate loan does) or different arrangements for repayment of the capital (such as a "sinking fund" or amortizing security in which several capital repayments are made over time). Some bonds have variations on both these sets of terms.

The problem in detail

Taking the simplest case of a fixed coupon bond, this is issued with a set of predicted coupon dates and fixed percentage amounts, all set in the future. These are defined in a prospectus, usually in the form of a predictive formula rather than a sequence of actual calendar dates (e.g. twice a year on 15th January and 15th July). At this point the coupon payments are all in the future. 

At any point in the life of the bond subsequent to issue, a number of coupon payments will be in the future, and a number will be in the past. Note that these are dimensionally the same as each other but are different in terms of what they mean. Those payments that are still in the future are the same as what was in the prospectus, both dimensionally and semantically. 

The simplest solution is to have a single time series and use the present time to determine which values are in the past and which are in the future. This approach has the weakness that it requires all data to be tagged with the time for which the given values were in the past or the future in order for the data that exists at one time to be analysed and understood at another time. 

Other scenarios will throw the problem into sharper relief. 

Consider the coupons for bonds with variable coupon payments, principally Floating Rate Notes (FRNs). In the prospectus the coupon amounts are represented by a formula for deriving the coupon amounts (e.g. LIBOR + 0.25%). Looking back at the history of the bond these are actual interest amounts. These are therefore dimensionally different as well as being different in meaning. 

Note also that the coupon payment date for an FRN is not the same as the date when the rate is fixed for that coupon (the "refix date"). The refix date is usually some days before the coupon date. So the exact amount of the coupon is known at the refix date and can be predicted for the next (future) coupon payment date. 

But there is a third coupon figure which is neither of the above: in an analytical market data feed, for example as provided by Bloomberg, there is a set of bond analytics, many of which require a rate for the future coupon payments. 

Starting with the basic parameters of the bond's future coupon payment and redemption amounts, a number of bond analytics can be worked out according to standard formulae (which may vary from one market or bond type to another). These are based on an understanding of the present values of future payments accruing to the person holding the bond, and give measures of the bond's value, the likelihood of changes to that value over time, and so on. These include life, convexity, modified duration and so on, as well as the par price of the bond.

The FRN does not have a numerical future coupon rate, so this needs to be estimated. For analytical purposes the next coupon refix rate is calculated based on today's value of the underlying, for example if the FRN coupon rate is LIBOR + 0.25% then today's LIBOR rate is used to calculate the likely value of the next coupon payment. 

Note that this value, while it exists in the future, is different in nature to the future commitments of the issuer. These are future predictions by the market data provider. Two things which can both be in the future are different in origin and in the legal or contractual implications of them. This value will change on a daily basis (as the underlying changes) rather than with the periodicity of the coupon itself. 

With callable and puttable bonds there is another feature of time. Either the holder or the issuer may decide to get rid of the bond, depending on what happens to some of these measures. So if a bond has a fixed coupon and the market rates of interest vary such that the bond trades under or over par, the holder or issuer may choose to put or call the bond respectively. This is only allowed on specific dates specified in the bond prospectus. The dates when it is possible to call or put a bond are determined, at issue, by the use of a call schedule or put schedule setting out these dates in a calendar format. 

If you consider an FRN that can be called or put, then these calculated estimations of the next coupon payment may affect the par value of the bond to the extent that it may be called, or the holder may choose to put it. 

So there is not only time series data which can be in the future or the past, but discrete information such as whether it is likely to be called or put (which may also affect the "life" analytics). This information, along with the par value and coupon predictions, can be managed as daily time series data, as can any piece of data that varies from day to day. 

Note that a daily value time series could in principle exist for each of the bond analytics, and could be structured in a similar way to daily prices.

So there are two kinds of time series data for bonds: daily time series data such as prices (which for bonds include accrued interest) and analytical figures; and scheduled data such as coupons. These are both time based and therefore can have values in the future and the past. 

Looking at schedule based data, the principal ones that may exist for bonds are coupon schedules, call schedules, put schedules and (for amortizing securities) redemption schedules showing when different amounts of the capital are to be repaid. Each of these takes the form of a series of dates, specified either as dates or as a formula for working out the dates, and the value of the relevant figure (interest or capital payment) on that date - which again can be specified as a value or a formula. For each of these which exists in the past, the value would be the value of a payment that actually took place, or the information as to whether or not a call or put took place on the days when it could have done. In the future, these are predictions or commitments made by various parties. 

Coupons and other timed repayments are a completely different periodicity from daily time series data, being a schedule of dates, so it may not be sensible to model these in the same way as daily time series data. Coupon schedules, call schedules and put schedules can not always be defined by way of a simple periodic date series, since for instance first and last coupon periods are often different. So even if sample data shows a regular period for these, the data model for schedule based variables has to allow for a calendar based schedule. However the market data that is given in the prospectus may not be configured as a calendar but as a predictive formula. 

There are also provisions for dates which satisfy the predictive formulae but are not implementable, principally weekends and public holidays. For example if a bond is to pay on the 15th of each month, but one of those dates corresponds to a public holiday, then some convention is applied to work out the actual coupon date (usually the next working day). These formulae may be applied across a whole market rather than needing to be specified in the prospectus. Some conventions would then have the subsequent coupon dates kept at the new date, while other conventions may have it reverting to the original date. This also means that bond information generally has to make reference to a holiday calendar in order to turn predictive schedule formulae into actual scheduled dates. 

Note also that these schedule based variables may be predicted at issue (by way of a commitment by the borrower to repay under those terms) but this does not prove that the issuer has been able to make payments as these dates pass. 

It is not only schedule based or periodic variables that can have different future perspectives. Bonds are issued with two redemption (or maturity) dates. One of these is the date on which the issuer is legally obliged to pay the redemption amount, and the other is the earlier expected maturity date when the bond is scheduled to be paid. Analytics are worked out based on the expected maturity date, while the legal maturity date may be some time later. Even if both of these fall on the same date, these are two separate meaningful dates since one is the date when the issuer predicts they will pay it and the other is when they are legally obliged to. A data source or database structure which does not recognise this may end up with a mixture of one and the other. 

It is not really time that is the issue. This is shown by the above example of the bond analytics data feed. These analytics are not commitments by the bond issuer but predictions by the data vendor. Dimensionally they may be time, and we can see they are in the future, but semantically they are not the same. Similarly the two maturity dates that lie in the future, even when they are the same day, mean two different things. When these dates are both in the future, the legal maturity date represents an obligation while the expected maturity represents a prediction, both relating to the same party. They mean something different in terms of the obligations of the issuer and the expectations of the investor.

The past is less ambiguous, as long as one does not live in a totalitarian state. Assuming the market can agree what has happened (and in a well regulated environment you can), there is one set of things that has happened in the past. Again these are not just time series items, but one off events, including, though it won't be used for investment decision support, the historical redemption date and amount. 

So we have variables that can be defined in the future, either as commitments by issuers or as predictions by different parties. Most of these same variables can then be observed in the past, after they either have or should have taken place. 

These are the known unknowns. Then there are the unknown unknowns. To quote Mr Rumsfeld, there are things we know we don't know and things we don't know we don't know. Events can occur in the past which are not maintained in a data structure about the future. An obvious example would be the "sudden death" of a debt instrument, as occurs when an issuer is declared bankrupt. Some instruments have other sudden death clauses which predict possible events which could also cause the death of the instrument. These latter are known unknowns and would therefore exist as future data. 

Conclusion

We have seen that the nature of the "time" issue is nothing to do with whether or not something is a time series item. Nor is it exclusively about the dimension of time and how it affects the data you are dealing with, since data in the future can have different ways in which they are "placed" in the future, such as by predictions or formal commitments by different parties. We have also seen that the time based data consists both of regular "time series" data such as daily values of a variable amount, and scheduled events with corresponding values. 

The problem is not simply about representing time series data, but any data which varies over time, can be predicted or committed to, or can be observed in the past. 

Possible Solutions

What are the approaches that can be taken to model market data such that data can be rendered for each of the different contexts in which market data is used or disseminated, in a consistent fashion?

Three possible approaches can be explored:

1. Have a single time line, using the present to define what is in the future or the past

2. Deal with the separate scenarios under which market data is exchanged, referred to or disseminated

3. Analyse the different time sensitive data according to its meaning

1. Single time line

The simplest solution, which will work for a real time data feed, is to have a single time series or a single scheduled set of values, using the present date to identify which are in the past and which are in the future. The principal weaknesses with this approach are: 

· Looking at a data source which names the dates and hoped for amounts of repayments of interest or capital, it may be impossible to tell whether these have been met. If a series of amounts is derived from a source which simply uses today's date to differentiate the future from the past, and if that date is not known, there is no way of telling whether a figure for one month ago was predicted two months ago, or actually paid on that date. 

· For the data that is available at any one time to be understood at another time, there has to be an additional datum giving the date for which the whole series was "present". 

· In the absence of this measure, only ephemeral data can be encoded in accordance with this data model, in other words only a feed of "present" market data such as real time pricing and values updated overnight. 

· While such ephemeral data may be usable for decision support, any data source which aims to provide an auditable record of the data on which decisions were made, would have to be in some format outside of this standard model, despite still being market data. This means that such a model can only satisfy this particular usage context of market data. 

· To work out analytical measurements all you really need is the issue data and today's date. This means that these analytical figures will be different each day, and any information source that bears these will have to be dated or the figures are valueless when referred to at any point in the future. 

· Not only time series data are affected by the value of when the "present" is. Binary states such as whether a bond is likely to be called or put will also vary from day to day. So all data, not just time series, need to have an associated "present" date. 

2. Contextual Analysis

Many of the differences we have pointed to relate to the context in which the data is exchanged, for example bonds new issue data would exist in a prospectus and be included in a reference data source, while pricing and analytical data would be carried in a data feed for decision support. Similarly applications within an investment organisation would make reference to some source of market reference data, consisting of the information that was in the prospectus and any subsequent history. 

It is worth itemising a few contexts in which market data may be exchanged or referred to. This list would not be exhaustive, since market data, unlike bilateral transaction data, can in principle be referred to by anybody. 

The principal contexts we will consider are:

1. Decision Support: feed of up to date data about instruments for the benefit of investors. This would usually be made available by market data vendors. It would include real time pricing, daily information such as yields and accrued interest, and analytics.

2. Reference Data: information about instruments, held within an organisation. Note that information about instruments which are held by that organisation would be stored as a result of holding those instruments, while further reference data may be needed for what-if calculations or for performance attribution. In the former case the data would be available from the issuers themselves while in the latter case it would need to be derived from market data vendors. The multiplicity of sources for such data gives rise to the need for a single, "Golden copy" version of the data. Reference data includes everything that was in the prospectus for an instrument, plus any history that has occurred since then (i.e. the results of corporate actions, payment history and so on). 

3. Issue Data: The information that is made available in the prospectus for an instrument, by the issuer (or the issuer's agents) at the time of issue or before. This forms the basis for any later reference data or securities master file data. The main distinguishing feature of the prospectus data is that it is all in the future. The BMA project to create a bonds issue portal would have used market data in this context if it had been implemented. Whether or not there is currently an application or data feed which uses this kind of data, it remains a meaningful context for market data usage. 

3. Statistical Analysis: Some parties, such as central banks, may be interested in market data for statistical analysis. The sort of data they may wish to analyse may well go beyond the data that is currently available as market data from a market data provider. 

In its broadest sense, market data is data about financial instruments (or other financial measurements, e.g. interest rates). If one were to try to restrict market data to the contexts in which it is currently referred to, sold or shared, then a narrower definition would result compared to the totality of all data that could be referred to about the financial markets. 

Note that for some of the above, there may be more than one interface across which such data exists or is referred to. For instance data on prices and other up to date data could be referred to by counterparties in a trade, or could be fed into an organisation (investor, broker market maker etc.) by a market data provider.

It should be clear that a broad definition of "market data" such as that stated for MDDL covers more than one of these contexts. Many of the problems identified in solution (1) above are not an issue if the only market data of interest is in a data feed that is updated daily or in real time. Satisfying the requirements of this context will not give rise to a model that can be used in other market data usage contexts, in particular securities master file data or new issue data. 

Looking for example at analytical data, these figures are all, by their nature, market data. However they may not exist in a simple market data feed and may or may not be worked out for investors in a prospectus. Many investors will use their own calculations for some of these figures, or use a single yield formula across a portfolio. However, it is possible for a data vendor for work these out and provide them to investors as part of a market data feed. It is also possible to store these figures as market data. 

From this it should be observed that each market data context suggests one or several sets of data, such as pricing, analytics, standing data and so on. There is therefore not a one to one relation between the usage context and the "set" of market data. Note also that the ISO 19312 documentation itemises a number of usage contexts and market data sets. 

It is also worth considering whether some elements of market data are to be made available across different usage contexts. The data against which investment decisions are made may need to be available for risk or compliance purposes. The simpler solution suggested above, whereby a series of coupon values can simply be interpreted as being past or future according to today's date, would not be able to support this type of information. It can be seen that for each day's date, there is potentially a separate time series of projected future values for FRN coupons, as well as for predicted puts and calls and the "average life" and "equivalent life" measurements that follow from this. Analytical measures are different every day. This means that this data can exist as time series (even if there is no reason for a commercial market data provider to disseminate it as time series). This may be of interest for instance to regulators or statisticians who may wish to interrogate such data to gain an understanding of investment decisions that were made at any given time. This is potential market data even if no one currently asks for it, and a market data standard would need be structured so as to eventually support it. 

The ISO 20022 process may have something to offer here. An important feature of the process is the existence of "requirements use cases". These are diagrammatical statements, using the Universal Modelling language (UML), defining the message requirements between individual parties in a financial industry work flow. The principle, as stated in the ISO 20022 literature, is that the information required in a message is defined by the needs of the participants at each specific point in the work flow. 

Can this be applied to market data? The principal contents of ISO 20022 messages are essentially bilateral commitments and agreements between counterparties. The nature of market data is that the same data is the same regardless of where it is referred to in the workflow. Market data makes up the "payload" of such messages, i.e. is referenced by participants in the process, but does not change its nature according to the context. Indeed, any data that is "about" something, including prices and reference data, is defined by the fact that it does not vary according to context. 

So market data is used differently and presented differently across different contexts, but its nature does not depend primarily on the context. The context allows us to identify what sort of information may be in the future and what sort of data may be historical, but the requirement for representing reusable, context independent market data is that the context does not uniquely define the data. 

This suggests that there is benefit in identifying and defining data as presented in different market data usage contexts, as this will presumably affect the different time sensitive data items. However the usage contexts are not what makes a particular item a prediction or an observation. Referring to the context is therefore not the answer to the time question. 

3. Semantic Analysis

The thrust of this approach would be to analyse the data in terms of what it means for that figure to be presented. For example a coupon value could mean "this is the predicted coupon for next month", "this is the coupon we are obliged to pay" or "this is the interest that was paid by the issuer". While time forms part of most of these definitions, the nature of the data is only partly defined by whether it is in the future or the past. It is also defined in terms of who is saying what about it in the future. 

The presence of time in the definition of what something means is simply part of the definition, not the central fact of its existence. 

Without wishing to invoke some as yet undeveloped body of theory on how meaning can be applied to data, a minimum requirement would be to simply label all time-sensitive data according to whether it is a commitment, prediction, obligation or observation (what we can call the intension or meaning of the datum), and who is the party making that commitment, observation etc. 

This approach is better defined by restating the problem: although the initial issue seems to be with time, this is part of a wider question of how data is "meant", and as part of this, who is doing the meaning. Time forms part of this but is not the central problem. So for instance for information in the future it is important to define who is putting it there and on what basis - is it a commitment, a legal obligation or a prediction? What we initially identified as issues of time are, for the most part, issues of intent, obligation or observation - these being either in the future or the past. 

Note that the issues of past data are only less of an issue because the markets are well regulated and well reported - if it were down to the nature of the data alone, there could be as many different meaningful perspectives on past data as there are on future data. It is the nature of the industry, not the nature of the data, that make the past simpler. 

Implications

Assuming the third approach is followed, whereby any datum that can change over time is labelled according to the reason it is there, what would this look like?

In a data dictionary, the requirement is simply to tag such data with the information on the reason, parties and so on. It may also be advisable to give a date for which the datum or the intension are true (for instance, I might predict today that your bond will be called next month. Tomorrow I might retract that prediction). 

In UML this would be relatively easy to model, by defining the relevant attributes of each datum as attributes in a class / object diagram view. In a spreadsheet or tabular data dictionary, additional fields could be provided. 

In the context of an XML data feed, things are not so easy. The obvious and most portable solution would be if each datum was to be tagged with an additional pair of elements for the reason (commitment, prediction, observation etc.) and related party. However this would be extraordinarily verbose. The alternative would be for every message that carries market data to carry this tagging on a per-message basis, while systems that collate market data for later reference would then assemble these tags and store them on a per element basis. 

Summary and Conclusions:

Time based data presents a problem, since some data which was once in the future will one day be in the past. This issue is not primarily about time but about the nature of the data - is it a commitment, a prediction or a historical record for example. Time forms part of the reason for these kinds of data being distinct but is not central to its nature. 

The solution of using the present to distinguish the past from the future will only work in the context of an ephemeral, real time or daily data feed which is not to be referred to at any later stage. This prompts us to consider the different contexts in which market data is to be used, particularly as it is the existence of more than one market data context which forces us to address this issue in the first place. New issue data, reference data and up to date market data feeds are all market data but are different in terms of who supplies and who consumes them. An analysis of the different market data usage contexts leads us to see that different "sets" of data may be referred to in different contexts, but not in a way that leads to a one to one correlation between these. The different contexts may help in identifying what is in the future and what is in the past, or who is committing to what, but they do not uniquely define what makes one piece of data in the future and another in the past. 

Instead, the solution appears to be to tackle time based data in terms of what it means. Without suggesting any detailed formal system of semantics, it seems that a minimum requirement for managing time-sensitive data is to record the identity of the originator of this data and what they "meant" or intended when they first put out the value in question. 

To create a complete a data dictionary it is necessary to define tags or qualifying elements against each of the data elements that might be so effected. So for example an issue date is in a prospectus and will never change according to time or intent, while the value of each dated coupon may be committed, predicted or paid. To carry this requirement forward to messaging (particularly XML messaging) would be unnecessarily verbose, so it would be better to record the reasons and parties on a per message basis, but store them on a per element basis in any data source that is to be referred to later, be it for risk analysis, performance attribution, statistical analysis or whatever. 

In conclusion, a market data standard which is to support all the available usage contexts will need to carry two additional data items for a large number of data elements. These could be derived from the context and sender of a message. A corresponding XML data source could signify these on a per message or per document basis, using a contextual construct similar to MDDL's existing "snap" and "timeseries" constructs but with the reason and party defined as attributes or child elements. 
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